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CHAPTER 9. CONVOLUTIONAL NETWORKS

Convolutional Layer

Input to layer
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Complex layer terminology Simple layer terminology

Figure 9.7: The components of a typical convolutional neural network layer. There are two
commonly used sets of terminology for describing these layers. (Left) In this terminology,
the convolutional net is viewed as a small number of relatively complex layers, with each
layer having many “stages.” In this terminology, there is a one-to-one mapping between
kernel tensors and network layers. In this book we generally use this terminology. (Right)
In this terminology, the convolutional net is viewed as a larger number of simple layers;
every step of processing is regarded as a layer in its own right. This means that not every
“layer” has parameters.
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variant:
dilated 
convolution

design choices
(hyper params)

• pool shape
• pool op
• pool stride

• non-linearity

• #kernels
• kernel shape
• kernel stride
• biases?
• padding mode

Recap: Convolutional Layers



Convolutional Neural Nets (CNNs)

minimize classification errorlabel

convolutional
layer

classifier
input

2nd

convolutional
layer

label

• local connectivity

• parameter sharing

• translation equivariance

• involves non-linear transform 
(activation function) after conv.

• pool size controls amount of
invariance to input translations

• stride (step size) controls 
non-linear sub-sampling
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RNNs
(with figures from Deep Learning book)
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Formale DefinitionRekurrente Neuronale Netze

Rudolf Kruse Neuronale Netze 3

Ein rekurrentes neuronales Netz ist ein neuronales Netz
mit einem Graph G = (U,C), das Kanten mit einer Rückkopplung enthält:
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Recurrent Neural Nets

LeCun, Bengio & Hinton. ”Deep Learning.” nature 521.7553 (2015)



• process sequential data
• capture history of inputs/states
• share parameters through a very deep 

computational graph
– output is a function of the previous output
– produced using the same update rule applied to 

the previous outputs.
• different from convolution across time steps
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Motivation



• computation includes cycles (recursion)
• represent influence of the present value of a 

variable on its own value at future time steps

• unfolding to yield a graph that does not 
involve recurrence 
=> gets very deep very quickly
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Cyclic Connections



1. regardless of the sequence length, the 
learned model always has the same input 
dimensionality

2. can use the same transition function f with 
the same parameters at every time step
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Unfolding

CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

where we see that the state now contains information about the whole past sequence.

Recurrent neural networks can be built in many different ways. Much as

almost any function can be considered a feedforward neural network, essentially

any function involving recurrence can be considered a recurrent neural network.

Many recurrent neural networks use Eq. or a similar equation to define10.5

the values of their hidden units. To indicate that the state is the hidden units of

the network, we now rewrite Eq. using the variable to represent the state:10.4 h

h( )t = (f h( 1)t− ,x( )t ; )θ , (10.5)

illustrated in Fig. , typical RNNs will add extra architectural features such as10.2

output layers that read information out of the state to make predictions.h

When the recurrent network is trained to perform a task that requires predicting

the future from the past, the network typically learns to use h( )t
as a kind of lossy

summary of the task-relevant aspects of the past sequence of inputs up to t. This
summary is in general necessarily lossy, since it maps an arbitrary length sequence

(x( )t ,x( 1)t− ,x( 2)t− , . . . ,x(2),x(1)) to a fixed length vector h( )t . Depending on the

training criterion, this summary might selectively keep some aspects of the past

sequence with more precision than other aspects. For example, if the RNN is used

in statistical language modeling, typically to predict the next word given previous

words, it may not be necessary to store all of the information in the input sequence

up to time t, but rather only enough information to predict the rest of the sentence.

The most demanding situation is when we ask h( )t to be rich enough to allow

one to approximately recover the input sequence, as in autoencoder frameworks

(Chapter ).14
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h(t−1)h(t−1) h( )th( )t h( +1)th( +1)t
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Figure 10.2: A recurrent network with no outputs. This recurrent network just processes
information from the input x by incorporating it into the state h that is passed forward
through time. (Left) Circuit diagram. The black square indicates a delay of 1 time step.
(Right) The same network seen as an unfolded computational graph, where each node is
now associated with one particular time instance.

Eq. can be drawn in two different ways. One way to draw the RNN is10.5

with a diagram containing one node for every component that might exist in a

376



CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

where we see that the state now contains information about the whole past sequence.

Recurrent neural networks can be built in many different ways. Much as

almost any function can be considered a feedforward neural network, essentially

any function involving recurrence can be considered a recurrent neural network.

Many recurrent neural networks use Eq. or a similar equation to define10.5

the values of their hidden units. To indicate that the state is the hidden units of

the network, we now rewrite Eq. using the variable to represent the state:10.4 h

h( )t = (f h( 1)t− ,x( )t ; )θ , (10.5)

illustrated in Fig. , typical RNNs will add extra architectural features such as10.2

output layers that read information out of the state to make predictions.h

When the recurrent network is trained to perform a task that requires predicting

the future from the past, the network typically learns to use h( )t
as a kind of lossy

summary of the task-relevant aspects of the past sequence of inputs up to t. This
summary is in general necessarily lossy, since it maps an arbitrary length sequence

(x( )t ,x( 1)t− ,x( 2)t− , . . . ,x(2),x(1)) to a fixed length vector h( )t . Depending on the

training criterion, this summary might selectively keep some aspects of the past

sequence with more precision than other aspects. For example, if the RNN is used

in statistical language modeling, typically to predict the next word given previous

words, it may not be necessary to store all of the information in the input sequence

up to time t, but rather only enough information to predict the rest of the sentence.

The most demanding situation is when we ask h( )t to be rich enough to allow

one to approximately recover the input sequence, as in autoencoder frameworks

(Chapter ).14

ff

hh

xx

h(t−1)h(t−1) h( )th( )t h( +1)th( +1)t

x(t−1)x(t−1) x( )tx( )t x( +1)tx( +1)t

h( )...h( )... h( )...h( )...

ff

Unfold

ff ff f

Figure 10.2: A recurrent network with no outputs. This recurrent network just processes
information from the input x by incorporating it into the state h that is passed forward
through time. (Left) Circuit diagram. The black square indicates a delay of 1 time step.
(Right) The same network seen as an unfolded computational graph, where each node is
now associated with one particular time instance.

Eq. can be drawn in two different ways. One way to draw the RNN is10.5

with a diagram containing one node for every component that might exist in a

376

• gradient computation for unfolded loss 
function w.r.t. parameters very expensive

• O(T) where T is history length
• no parallelization (sequential dependence)
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Back-Propagation Through Time 
(BPTT)



• repeated application of the same operation f
– exploding gradients
– vanishing gradients

• long-term dependencies

12

RNN Challenges
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Gradient Clipping
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Figure 10.17: Example of the effect of gradient clipping in a recurrent network with
two parameters w and b. Gradient clipping can make gradient descent perform more
reasonably in the vicinity of extremely steep cliffs. These steep cliffs commonly occur
in recurrent networks near where a recurrent network behaves approximately linearly.
The cliff is exponentially steep in the number of time steps because the weight matrix
is multiplied by itself once for each time step. (Left) Gradient descent without gradient
clipping overshoots the bottom of this small ravine, then receives a very large gradient
from the cliff face. The large gradient catastrophically propels the parameters outside the
axes of the plot. (Right) Gradient descent with gradient clipping has a more moderate
reaction to the cliff. While it does ascend the cliff face, the step size is restricted so that
it cannot be propelled away from steep region near the solution. Figure adapted with
permission from Pascanu 2013aet al. ( ).

A simple type of solution has been in use by practitioners for many years:

clipping the gradient. There are different instances of this idea (Mikolov 2012, ;

Pascanu 2013aet al., ). One option is to clip the parameter gradient from a

minibatch (element-wise Mikolov 2012, ) just before the parameter update. Another

is to clip the norm || ||g of the gradient g (Pascanu 2013aet al., ) just before the

parameter update:

if || ||g > v (10.48)

g ←
gv

|| ||g
(10.49)

where v is the norm threshold and g is used to update parameters. Because the

gradient of all the parameters (including different groups of parameters, such as

weights and biases) is renormalized jointly with a single scaling factor, the latter

method has the advantage that it guarantees that each step is still in the gradient

direction, but experiments suggest that both forms work similarly. Although

416

to counteract exploding gradients



• network now contains information about the 
whole past sequence:
– inputs
– states 
– outputs

14

Dynamic System



• h(t) as a kind of “lossy summary” of the task-
relevant aspects of the history up to t
– lossy compression necessary
– selectivity based on training criterion (cost)

• most demanding situation: rich enough 
representation h(t) to allow approximate 
recovery of input sequences (autoencoder)

15

Hidden State



1. input: vector or sequence
2. output: vector or sequence
3. sync vs. async
4. forward vs. bi-directional
5. output-to-hidden connections?
6. cell types
7. attention
8. …

16

Design Choices



Basic RNN Architectures
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sequence to sequence (same length)

CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of Sec. , we can10.1
design a wide variety of recurrent neural networks.
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y(t−1)y(t−1) y( )ty( )t y( +1)ty( +1)t
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y . When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ŷ = softmax(o) and compares this to the target y . The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Eq. defines forward propagation in this model.10.8 (Left) The RNN
and its loss drawn with recurrent connections. (Right) The same seen as an time-unfolded
computational graph, where each node is now associated with one particular time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

• Recurrent networks that produce an output at each time step and have
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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output at each time step

recurrent connections 
between hidden units

can compute any function computable by a Turing machine
(universal function approximator)

+ optional output-to-hidden 
connections

18
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output at each time step

only recurrent connections 
from previous output

training can be parallelized

trainable with “teacher forcing”

lacks important information from past 
unless o is very high-dimensional & rich 19



Teacher Forcing

• use targets as 
prior outputs

• time steps 
decoupled

• training 
parallelizable
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Figure 10.6: Illustration of teacher forcing. Teacher forcing is a training technique that is
applicable to RNNs that have connections from their output to their hidden states at the
next time step. (Left) correct outputAt train time, we feed the y( )t drawn from the train
set as input to h( +1)t . (Right) When the model is deployed, the true output is generally
not known. In this case, we approximate the correct output y( )t with the model’s output
o( )t , and feed the output back into the model.
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approximate 
correct output

(may also be applied to RNNs with additional hidden-to-hidden connections)

20
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Figure 10.10: A conditional recurrent neural network mapping a variable-length sequence
of x values into a distribution over sequences of y values of the same length. Compared
to Fig. , this RNN contains connections from the previous output to the current state.10.3
These connections allow this RNN to model an arbitrary distribution over sequences of y
given sequences of of the same length. The RNN of Fig. is only able to representx 10.3
distributions in which the y values are conditionally independent from each other given
the values.x
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of Sec. , we can10.1
design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y . When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ŷ = softmax(o) and compares this to the target y . The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Eq. defines forward propagation in this model.10.8 (Left) The RNN
and its loss drawn with recurrent connections. (Right) The same seen as an time-unfolded
computational graph, where each node is now associated with one particular time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

• Recurrent networks that produce an output at each time step and have
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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conditional distribution P(y(1), . . . ,y( )τ | x(1) , . . . ,x( )τ ) that makes a conditional
independence assumption that this distribution factorizes as



t

P (y ( )t | x(1) , . . . ,x( )t ). (10.35)

To remove the conditional independence assumption, we can add connections from
the output at time t to the hidden unit at time t+ 1, as shown in Fig. . The10.10
model can then represent arbitrary probability distributions over the y sequence.
This kind of model representing a distribution over a sequence given another
sequence still has one restriction, which is that the length of both sequences must
be the same. We describe how to remove this restriction in Sec. .10.4

o(t−1)o(t−1) o( )to( )t o( +1)to( +1)t

L(t−1)L(t−1) L( )tL( )t L( +1)tL( +1)t

y(t−1)y(t−1) y( )ty( )t y ( +1)ty ( +1)t

h(t−1)h(t−1) h( )th( )t h( +1)th( +1)t

x(t−1)x(t−1) x( )tx( )t x ( +1)tx ( +1)t

g (t−1)g (t−1) g ( )tg ( )t g ( +1)tg ( +1)t

Figure 10.11: Computation of a typical bidirectional recurrent neural network, meant
to learn to map input sequences x to target sequences y , with loss L( )t at each step t.
The h recurrence propagates information forward in time (towards the right) while the
g recurrence propagates information backward in time (towards the left). Thus at each
point t , the output units o( )t can benefit from a relevant summary of the past in its h( )t

input and from a relevant summary of the future in its g( )t input.
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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recurrence, it requires that the output units capture all of the information about
the past that the network will use to predict the future. Because the output units
are explicitly trained to match the training set targets, they are unlikely to capture
the necessary information about the past history of the input, unless the user
knows how to describe the full state of the system and provides it as part of the
training set targets. The advantage of eliminating hidden-to-hidden recurrence
is that, for any loss function based on comparing the prediction at time t to the
training target at time t, all the time steps are decoupled. Training can thus be
parallelized, with the gradient for each step t computed in isolation. There is no
need to compute the output for the previous time step first, because the training
set provides the ideal value of that output.

h(t−1)h(t−1)

W
h( )th( )t . . .. . .

x(t−1)x(t−1) x( )tx( )t x( )...x( )...

W W
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h( )τh( )τ

x( )τx( )τ

W

U

o( )τo( )τy( )τy( )τ

L( )τL( )τ

V

. . .. . .

Figure 10.5: Time-unfolded recurrent neural network with a single output at the end
of the sequence. Such a network can be used to summarize a sequence and produce a
fixed-size representation used as input for further processing. There might be a target
right at the end (as depicted here) or the gradient on the output o( )t can be obtained by
back-propagating from further downstream modules.

Models that have recurrent connections from their outputs leading back into
the model may be trained with teacher forcing. Teacher forcing is a procedure
that emerges from the maximum likelihood criterion, in which during training the
model receives the ground truth output y( )t as input at time t + 1. We can see
this by examining a sequence with two time steps. The conditional maximum

likelihood criterion is

log p

y (1),y(2) | x(1),x(2)


(10.15)
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Figure 10.9: An RNN that maps a fixed-length vector x into a distribution over sequences
Y. This RNN is appropriate for tasks such as image captioning, where a single image is
used as input to a model that then produces a sequence of words describing the image.
Each element y( )t of the observed output sequence serves both as input (for the current
time step) and, during training, as target (for the previous time step).
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recurrence, it requires that the output units capture all of the information about
the past that the network will use to predict the future. Because the output units
are explicitly trained to match the training set targets, they are unlikely to capture
the necessary information about the past history of the input, unless the user
knows how to describe the full state of the system and provides it as part of the
training set targets. The advantage of eliminating hidden-to-hidden recurrence
is that, for any loss function based on comparing the prediction at time t to the
training target at time t, all the time steps are decoupled. Training can thus be
parallelized, with the gradient for each step t computed in isolation. There is no
need to compute the output for the previous time step first, because the training
set provides the ideal value of that output.
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Figure 10.5: Time-unfolded recurrent neural network with a single output at the end
of the sequence. Such a network can be used to summarize a sequence and produce a
fixed-size representation used as input for further processing. There might be a target
right at the end (as depicted here) or the gradient on the output o( )t can be obtained by
back-propagating from further downstream modules.

Models that have recurrent connections from their outputs leading back into
the model may be trained with teacher forcing. Teacher forcing is a procedure
that emerges from the maximum likelihood criterion, in which during training the
model receives the ground truth output y( )t as input at time t + 1. We can see
this by examining a sequence with two time steps. The conditional maximum

likelihood criterion is

log p

y (1),y(2) | x(1),x(2)


(10.15)
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Figure 10.9: An RNN that maps a fixed-length vector x into a distribution over sequences
Y. This RNN is appropriate for tasks such as image captioning, where a single image is
used as input to a model that then produces a sequence of words describing the image.
Each element y( )t of the observed output sequence serves both as input (for the current
time step) and, during training, as target (for the previous time step).
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complex structure to fixed-size vector

recursive neural network
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computational graph (given from external
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x(4)x(4)
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Figure 10.14: A recursive network has a computational graph that generalizes that of the
recurrent network from a chain to a tree. A variable-size sequence x(1),x(2) , . . . ,x( )t can
be mapped to a fixed-size representation (the output o), with a fixed set of parameters
(the weight matrices U , V , W ). The figure illustrates a supervised learning case in which
some target is provided which is associated with the whole sequence.y
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• computational graph structured as deep tree

– reduces to sequence in RNNs
• can process complex data structures

– e.g. parse trees
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of Sec. , we can10.1
design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y . When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ŷ = softmax(o) and compares this to the target y . The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Eq. defines forward propagation in this model.10.8 (Left) The RNN
and its loss drawn with recurrent connections. (Right) The same seen as an time-unfolded
computational graph, where each node is now associated with one particular time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

• Recurrent networks that produce an output at each time step and have
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A loss L measures how far each o is from the corresponding training target y . When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ŷ = softmax(o) and compares this to the target y . The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Eq. defines forward propagation in this model.10.8 (Left) The RNN
and its loss drawn with recurrent connections. (Right) The same seen as an time-unfolded
computational graph, where each node is now associated with one particular time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

• Recurrent networks that produce an output at each time step and have
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
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smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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Figure 10.10: A conditional recurrent neural network mapping a variable-length sequence
of x values into a distribution over sequences of y values of the same length. Compared
to Fig. , this RNN contains connections from the previous output to the current state.10.3
These connections allow this RNN to model an arbitrary distribution over sequences of y
given sequences of of the same length. The RNN of Fig. is only able to representx 10.3
distributions in which the y values are conditionally independent from each other given
the values.x
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of Sec. , we can10.1
design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y . When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ŷ = softmax(o) and compares this to the target y . The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Eq. defines forward propagation in this model.10.8 (Left) The RNN
and its loss drawn with recurrent connections. (Right) The same seen as an time-unfolded
computational graph, where each node is now associated with one particular time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

• Recurrent networks that produce an output at each time step and have

378

CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

U

V

W

o(t−1)o(t−1)

hh

oo

yy

LL

xx

o( )to( )t o( +1)to( +1)t

L(t−1)L(t−1) L( )tL( )t L( +1)tL( +1)t

y(t−1)y(t−1) y( )ty( )t y( +1)ty( +1)t

h(t−1)h(t−1) h( )th( )t h( +1)th( +1)t

x(t−1)x(t−1) x( )tx( )t x( +1)tx( +1)t

WW W W

o( )...o( )...

h( )...h( )...

V V V

U U U

Unfold

Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
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in Fig. can choose to put any information it wants about the past into its hidden10.3
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put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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conditional distribution P(y(1), . . . ,y( )τ | x(1) , . . . ,x( )τ ) that makes a conditional
independence assumption that this distribution factorizes as



t

P (y ( )t | x(1) , . . . ,x( )t ). (10.35)

To remove the conditional independence assumption, we can add connections from
the output at time t to the hidden unit at time t+ 1, as shown in Fig. . The10.10
model can then represent arbitrary probability distributions over the y sequence.
This kind of model representing a distribution over a sequence given another
sequence still has one restriction, which is that the length of both sequences must
be the same. We describe how to remove this restriction in Sec. .10.4

o(t−1)o(t−1) o( )to( )t o( +1)to( +1)t

L(t−1)L(t−1) L( )tL( )t L( +1)tL( +1)t
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x(t−1)x(t−1) x( )tx( )t x ( +1)tx ( +1)t

g (t−1)g (t−1) g ( )tg ( )t g ( +1)tg ( +1)t

Figure 10.11: Computation of a typical bidirectional recurrent neural network, meant
to learn to map input sequences x to target sequences y , with loss L( )t at each step t.
The h recurrence propagates information forward in time (towards the right) while the
g recurrence propagates information backward in time (towards the left). Thus at each
point t , the output units o( )t can benefit from a relevant summary of the past in its h( )t

input and from a relevant summary of the future in its g( )t input.
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Figure 10.4: An RNN whose only recurrence is the feedback connection from the output
to the hidden layer. At each time step t , the input is x t, the hidden layer activations are
h( )t , the outputs are o( )t , the targets are y( )t and the loss is L( )t . (Left) Circuit diagram.
(Right) Unfolded computational graph. Such an RNN is less powerful (can express a
smaller set of functions) than those in the family represented by Fig. . The RNN10.3
in Fig. can choose to put any information it wants about the past into its hidden10.3
representation h and transmit h to the future. The RNN in this figure is trained to
put a specific output value into o , and o is the only information it is allowed to send
to the future. There are no direct connections from h going forward. The previous h
is connected to the present only indirectly, via the predictions it was used to produce.
Unless o is very high-dimensional and rich, it will usually lack important information
from the past. This makes the RNN in this figure less powerful, but it may be easier to
train because each time step can be trained in isolation from the others, allowing greater
parallelization during training, as described in Sec. .10.2.1
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recurrence, it requires that the output units capture all of the information about
the past that the network will use to predict the future. Because the output units
are explicitly trained to match the training set targets, they are unlikely to capture
the necessary information about the past history of the input, unless the user
knows how to describe the full state of the system and provides it as part of the
training set targets. The advantage of eliminating hidden-to-hidden recurrence
is that, for any loss function based on comparing the prediction at time t to the
training target at time t, all the time steps are decoupled. Training can thus be
parallelized, with the gradient for each step t computed in isolation. There is no
need to compute the output for the previous time step first, because the training
set provides the ideal value of that output.

h(t−1)h(t−1)

W
h( )th( )t . . .. . .

x(t−1)x(t−1) x( )tx( )t x( )...x( )...

W W

U U U

h( )τh( )τ

x( )τx( )τ

W

U

o( )τo( )τy( )τy( )τ

L( )τL( )τ

V

. . .. . .

Figure 10.5: Time-unfolded recurrent neural network with a single output at the end
of the sequence. Such a network can be used to summarize a sequence and produce a
fixed-size representation used as input for further processing. There might be a target
right at the end (as depicted here) or the gradient on the output o( )t can be obtained by
back-propagating from further downstream modules.

Models that have recurrent connections from their outputs leading back into
the model may be trained with teacher forcing. Teacher forcing is a procedure
that emerges from the maximum likelihood criterion, in which during training the
model receives the ground truth output y( )t as input at time t + 1. We can see
this by examining a sequence with two time steps. The conditional maximum

likelihood criterion is

log p

y (1),y(2) | x(1),x(2)


(10.15)
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Figure 10.9: An RNN that maps a fixed-length vector x into a distribution over sequences
Y. This RNN is appropriate for tasks such as image captioning, where a single image is
used as input to a model that then produces a sequence of words describing the image.
Each element y( )t of the observed output sequence serves both as input (for the current
time step) and, during training, as target (for the previous time step).
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Figure 10.14: A recursive network has a computational graph that generalizes that of the
recurrent network from a chain to a tree. A variable-size sequence x(1),x(2) , . . . ,x( )t can
be mapped to a fixed-size representation (the output o), with a fixed set of parameters
(the weight matrices U , V , W ). The figure illustrates a supervised learning case in which
some target is provided which is associated with the whole sequence.y
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LSTM & GRU
Complex Recurrent Units

29



30

Long Short-Term Memory
Units (LSTMs, 1991)

Sepp Hochreiter
JKU Linz

Jürgen Schmidhuber
IDSIA, Lugano

neuron with explicit memory



Simple RNN

https://colah.github.io/posts/2015-08-Understanding-LSTMs/

The repeating module in a standard RNN contains a single layer.

31

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM

The repeating module in an LSTM contains four interacting layers.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 32

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM Cell State

Removing or adding information to the cell state is controlled by gates.

Gate

sigmoid layer

pointwise multiplication

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 33

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM Forget Gate

Decide what information from cell state is deleted (0) or kept (1).

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 34

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM Input Gate

Decide what new information to store.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 35

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM Cell State Update

Delete information and add new one.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 36

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


LSTM Output Gate

Transform state and decide what to output.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 37

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Option: Peep Hole Connections

Allow gates to look at cell states.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 38

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Coupled Input/Forget Gates

Only input new values to the state when something older gets forgotten.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 39

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Gated Recurrent Units (GRUs)

Combines forget and input gates into a single update gate.
Merges cell state and hidden state.

https://colah.github.io/posts/2015-08-Understanding-LSTMs/ 40

https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Example Applications
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Optimierung von WindparksAnwendung: Optimierung von Windparks

Rudolf Kruse Neuronale Netze 30

Quelle: Landesregierung Schleswig-
Holstein

Eine Windkraftanlage:

Input aus Sensoren:
• Windgeschwindigkeit

• Vibration

Variablen:
• Stellwinkel der Rotorblätter

• Einstellung des Generators

Ziele:
• Maximierung der Stromgenerierung

• Minimierung von Verschleiß
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Optimierung von WindparksAnwendung: Optimierung von Windparks

Rudolf Kruse Neuronale Netze 31

Quelle: Siemens

Viele Windkraftanlagen:

Problem: Windräder verursachen
Turbulenzen, die dahinter stehende
Windräder beeinträchtigen

Input: Sensordaten aller Windräder

Variablen: Einstellungen aller
Windräder

Ziele:
• Maximierung der Summe des erzeug-
ten elektrischen Stroms

• Minimierung von Verschleiß bei allen
Windkraftanlagen

Lösung: Verwende ein rekurrentes neu-
ronales Netz



Imitating Shakespeare

PANDARUS:
Alas, I think he shall be come approached and the day
When little srain would be attain'd into being never fed,
And who is but a chain and subjects of his death,
I should not sleep.

Second Senator:
They are away this miseries, produced upon my soul,
Breaking and strongly should be buried, when I perish
The earth and thoughts of many states.

DUKE VINCENTIO:
Well, your wit is in the care of side and that.

Second Lord:
They would be ruled after this chamber, and
my fair nues begun out of the fact, to be conveyed,
Whose noble souls I'll have the heart of the wars.

Clown:
Come, sir, I will make did behold your worship.

VIOLA:
I'll drink it.

Training:
• read Shakespeare 

character by character 
and try to predict the 
next character 

• no knowledge of 
words or grammar!
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http://karpathy.github.io/2015/05/21/rnn-effectiveness/

http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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Google Translate



very hot topic, e.g.
• politics (opinion polls, voter analysis, …)
• marketing (product reviews, market analysis, tests, …)
• stock market prediction

46

Sentiment Detection

Case: Sentiment analysis

http://nlp.stanford.edu/sentiment/ 

Can capture complex cases where bag-of-words models fail.

“This movie was actually neither that funny, nor super witty.”

http://nlp.stanford.edu/sentiment

http://nlp.stanford.edu/sentiment
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Generate Image Captions
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Answer Visual QuestionsVisual Question Answering

https://avisingh599.github.io/deeplearning/visual-qa/ https://avisingh599.github.io/deeplearning/visual-qa/

https://avisingh599.github.io/deeplearning/visual-qa/


• work well for sequential data
– time series (with low sampling rate)
– texts (translation, discourse, sentiment, ...)

• support variable-length input
– including long-term dependencies

• are hard to parallelize

49

RNNs


